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Abstract—Network anomaly detection is a very relevant research area
nowadays, especially due to its multiple applications in the field of
network security. The boost of new models based on variational au-
toencoders and generative adversarial networks has motivated a reeval-
uation of traditional techniques for anomaly detection. It is, however,
essential to be able to understand these new models from the per-
spective of the experience attained from years of evaluating network
security data for anomaly detection. In this paper, we revisit anomaly
detection techniques based on PCA from a probabilistic generative
model point of view, and contribute a mathematical model that relates
them. Specifically, we start with the probabilistic PCA model and explain
its connection to the Multivariate Statistical Network Monitoring (MSNM)
framework. MSNM was recently successfully proposed as a means
of incorporating industrial process anomaly detection experience into
the field of networking. We have evaluated the mathematical model
using two different datasets. The first, a synthetic dataset created to
better understand the analysis proposed, and the second, UGR’16, is
a specifically designed real-traffic dataset for network security anomaly
detection. We have drawn conclusions that we consider to be useful
when applying generative models to network security detection.

Index Terms—Anomaly Detection; PPCA; Generative Models; Network
Security.

1 INTRODUCTION

Network security constitutes mainly a research and devel-
opment focus nowadays, with a forecasted market of $170.4
billion in 2022 according to Gartner [1], and a constant flow
of worrying news concerning security incidents, like data
breaches, denial of service, data exfiltration, privacy issues,
advanced persistent threats, or even government cyberwar
issues [2].

Many security technologies have been developed in
recent years to deal with these relevant problems. The
in-depth security design paradigm advocates the use of
different layers of security protection to deal with such
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problems. Among these layers, the detection of network
security incidents is a crucial part of developing effective
response measures when attacks occur.

There are two main approaches to the detection of
network security incidents. One, signature detection works
with rules defined by experts that identify known attacks.
This approach works efficiently on known attacks but lacks
the flexibility to detect unseen attack patterns or multi-
stage attacks. An alternative approach, known as anomaly
detection, based on building a normality model and detecting
deviations from it, has gained popularity. However, the
main limitation of anomaly detection technologies is related
to the appearance of false positives or negatives, due to the
lack of accuracy in the normality models obtained.

In this context, many different approaches to anomaly
detection have been proposed in the literature [3]. Recent
research in the deep learning area is generating high ex-
pectations with regard to the promising results that could
be obtained in the field of network anomaly detection [4]
[5] [6]. Preliminary results on the use of generative mod-
els, like variational autoencoders or generative adversarial
networks, show high performance. There is, however, a
concern that the internals of these models are not completely
understood and that they might only show good results for
specific datasets. In summary, there is a need to comprehen-
sively understand the evolution from widely used models
to these new deep generative models.

A family of models formed by those based on PCA are
currently being successfully applied in the network anomaly
detection problem. The first proposal to use PCA was that
of Lakhina et al. [7] [8] in 2004. A training data matrix
was built with different features extracted from network
flows. The latent PCA model was then extracted from it
and subsequently used to evaluate new network samples to
decide on their abnormality.

Later in 2016, Camacho et al. [9] proposed the use of
a framework based on PCA called MSNM (Multivariate
Statistical Network Monitoring). MSNM essentially adapts a
methodology known as MSPC (Multivariate Statistical Pro-
cess Control), which has been extensively and successfully
used in the field of anomaly detection in industrial process
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control to deal with the specificities of the network anomaly
detection problem. In brief, the framework suggests the
construction of a PCA model1 for normal traffic patterns,
and the use of two statistics, termed D and Q, which are
thresholded in order to determine if an anomaly occurs.
While the statistic Q is similar to the one used by Lakhina,
the use of D, a Hotelling’s T2 statistic [10], is a novelty
that also captures possible deviations from the latent model,
rather than only in the observation model (Q statistic).

Despite the effectiveness of MSNM in anomaly detection
(see the comparative analysis in [11]), two problems appear
in the application of this model. First, there is a lack of un-
derstanding on how D and Q statistics behave in different
scenarios and why. This implies that obtaining good results
in certain scenarios could lead to false conclusions being
drawn. Second, there is a need to relate these PCA based
anomaly detection models to more novel approaches like
generative models, e.g., VAEs, which are currently being
used profusely in the anomaly detection area. Understand-
ing this relationship allows well-known lessons from PCAs
to be applied to generative models.

A better way to understand these models from a gener-
ative perspective was provided by Tipping and Bishop [12],
in which the PCA model is derived from a probabilistic PCA
(PPCA) model when the variance of the latent distribution
becomes zero. In addition, PPCA is at the basis of the
definition of VAEs [13].

Starting from the PPCA model (a generative model that
explains PCA), the focus of this paper is to derive an analyt-
ical model that elucidates why the use of the two MSNM
statistics, D and Q, leads to effective anomaly detection
and how this is understood in the framework of generative
models. Note that the aim of this paper is not to contribute
with a novel approach derived from MSNM, but rather to
relate this model with generative models (analytically and
empirically).

As it will be shown, while the Q statistic measures the
quality of the reconstruction model, the D statistic will
represent a regularization term in the generative model.
As previously discussed, these conclusions should help to
understand how to soundly employ generative models, like
VAEs and GANs, for network anomaly detection. As an ex-
ample, some of the current proposals for anomaly detection
using VAEs, e.g., [14], use only the reconstruction model,
thus discarding the contributions of the regularization term
that could be relevant, as we will show in what follows.

In summary, the contribution of this paper is three-
fold: i) A PPCA model is leveraged to understand the
MSNM framework from a generative point of view. We
then develop a mathematical framework to explain, from
a probabilistic point of view, the meaning of the Q and
D statistics. ii) Using the generative model, we show how
some limitations of the MSNM model are circumvented.
Specifically, the authors of [15] propose the use of a com-
bined weighted statistic for both Q and D (called the t-
Score). Then, we obtain a probabilistic interpretation for this
weighted combination with PPCA-MSNM. iii) We test the
generative model on both a synthetic dataset and a real

1. The use of linear PCA techniques is justified by the advantages in
the diagnosing of anomalies in posterior phases of an incident lifecycle.

network traffic dataset to show how detection results stay
coherent with both models.

The rest of this paper is structured as follows. In Sec-
tion 2, we present related work and explain the contribu-
tions of this paper in more detail. Then, we provide the ba-
sics for MSNM and PPCA in Sections 3 and 4, respectively.
The mathematical model that connects MSNM and PPCA
is proposed in Section 5. This proposal is validated with
the experiments shown in Section 6. Finally, conclusions are
drawn in Section 7.

2 RELATED WORK

Many statistical strategies for anomaly detection on the
basis of Lakhina’s approximation [7] [8] have been profusely
proposed. The benefits of PCA’s unsupervised nature have
motivated the appearance of a wide range of work, like
the PCA-based traffic matrix estimation of [16], the net-
work anomography proposed by [17], or the combination
of distributed tracking and in-network PCA-based anomaly
detection of [18] among many others. Limitations of these
models, like the high sensitivity to calibration settings, inef-
fective detection of large anomalies or difficulties to capture
temporal correlations have been reported [19]. In addition,
the proposals to solve these limitations also use different
frameworks. Robust PCA [20], and its variation [21] [22], or
the Karhunen-Loève expansion used by [23], are examples
of the achieved progress.

In 2016, Camacho et al. proposed the use of the Multi-
variate Statistical Network Monitoring (MSNM) framework
[9] [15] as an improvement to previous PCA proposals. In
essence, MSNM is an adaptation from a sibling framework
traditionally used in the field of industrial process control,
known as MSPC (Multivariate Statistical Process Control)
[24] [25] [26]. In order to face the particularities of the
networking field, MSNM adapted the MSPC methodology
to introduce new data pre-processing strategies and pro-
cessing steps, like the deparsing of network traces [11]. In
addition, MSNM research has focused on the evaluation of
its implementation in real networks, the optimization of its
parameters with semi-supervised models, enabling big-data
processing, its application to hierarchical architectures for
issuing privacy and traffic reduction [9], enhancing visual-
ization of network anomalies or supporting authentication
systems [27].

The use of deep generative models in the field of
anomaly detection, is currently a hot research topic due
to good performance achieved by the use of deep learning
techniques. Many authors have followed this approach us-
ing variational autoencoders (VAEs) as a natural evolution
of PCA in the frame of reconstruction approaches to detect
anomalies. Despite the fact that image and video processing
research was the initial promoter of these models [6], they
are also being extensively evaluated in the field of network
anomaly detection. A recent survey of applications and
techniques can be found in [4], yet, it is surprising to see that
in many of these studies, like [14], where they consider the
time gradient effect, or in the conditional VAE implemented
in [28], or in others like [29] or [30], anomaly scores are eval-
uated by only considering the reconstruction error provided
by the VAE. That is, the regularization term present in the
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VAE marginal likelihood is not taken into account. Very few
proposals, like [31], use both the regularization and the error
reconstruction terms of the marginal likelihood to evaluate
anomaly scores.

As will be shown in the rest of this paper, not using
the regularization term in VAEs is similar to the well-
known limitation in Lakhina’s PCA approaches that do not
consider the latent variable space deviations for anomaly
detection. Thus, although evaluating the impact of the use
of both terms (regularization and reconstruction) in VAEs
is out of the scope of this paper, the goal here is to show
the connection between these terms in a PPCA generative
model (precursor of VAE) and MSNM detection statistics.

3 MSNM FOR ANOMALY DETECTION

Multivariate Statistical Network Monitoring (MSNM) [9]
transfers the theory of Statistical Processes Control, which
has been used for a long time in industrial applications, to
network traffic analysis. Its goal is to jointly analyze several
interrelated variables to differentiate common from special
causes of variation called anomalies. The approach consists
of five steps [11], which are explained in what follows.

First, raw network traffic data from different sources are
parsed and transformed into a set of quantitative features,
often using the feature-as-a-counter approach. Examples of
such features are the number of times an event takes place,
the count of a given word in a log, the number of times
a given event takes place in a given time window, or the
number of traffic flows with a given destination port in
a NetFlow. The selection of the specific features and their
parsing step require an effective comprehension of the data.

Second, all features are fused for the multivariate analy-
sis, maintaining a common sampling rate. As a result, traffic
flow matrices of N observations featured in M-dimensional
vectors N ×M are ready to be analyzed.

The third and main step of MSNM is the anomaly
detection, which is based on PCA. The well-known tech-
nique is applied to the mean-centered and auto-scaled M -
dimensional dataset of N observations (N ×M ), and pro-
jected into a subspace of range P < M that maximizes the
variance. To do so, original features are transformed into
Principal Components (PC) using the eigenvectors of the
covariance matrix XTX/N . As a result, a residual matrix
E is generated as the differential error between projections
and real samples. The transformation follows Eq. (1), with
T (N × P ) and V (M × P ) being the score and loading
matrices, respectively :

X = T · V T + E (1)

Based on such transformation, MSNM proposes the us-
age of two complementary statistics extracted from the PCA
analysis:

• The Q-statistic, also called Squared Prediction Error,
comprises the residuals in the n-th row of E for a
given observation xn, following expression (2). As
mentioned in Section 1, Q evaluates the reconstruc-
tion error of the projection used:

Qn = ene
t
n (2)

• The D-statistic, or Hotelling’s T2 statistic, is computed
by applying Eq. (3) to PCA scores. As mentioned
in Section I, D represents a regularization term that
rates how close the observation is to the data prior
distribution. For a given observation xn, and as tn is
the score vector in the n-th row of T:

Dn = tnΛ−1ttn (3)

Intuitively, Q measures the capability of the model to
recover a certain point in the data, while the regularization
term D measures the similarity of the latent representation
with respect to those in the calibration data. As each term
focuses on different domains, they are able to capture dif-
ferent types of anomalies.

It is well known that the Q-statistic has a high anomaly
detection capability, and its usage together with the D-
statistic is a key feature of the MSNM approach that offers
attractive improvements [9]. Once D and Q are calculated,
they are used to model the normal operating conditions for
the calibration of the MSNM system. In order to do so, upper
control limits (UCL) for a given significance level are defined
for both Q, termed UCLQ, and D, termed UCLD . Diverse
combinations of the two statistics can be used to provide a
final expression for the anomaly evaluation. The authors of
[15] propose the following weighting ofQ andD to generate
the anomaly score for a given observation xn:

t− Scoren =
P ·Dn

M · UCLD
+

(M − P ) ·Qn
M · UCLQ

(4)

Once the anomaly is detected, the fourth step of MSNM
approximation is the pre-diagnosis. Features associated with
the anomalies are identified in order to make an initial guess
on their root causes. Contribution plots or others tools like
oMEDA [9] are commonly used to identify such features.

Finally, the fifth step consists of de-parsing the in-
formation pointed out during the detection (anomaly
time-stamps) and pre-diagnosis (anomaly related features)
phases. As a final result, raw information about the anomaly
is extracted from specific logs or network traces.

In what follows, we will introduce PPCA as a genera-
tive model framework (described in Section 4) in order to
derive the expressions for Q and D statistics, as well as the
interpretation of Eq. (4) in Section 5.

4 PPCA FOR ANOMALY DETECTION

Probabilistic PCA (PPCA) provides a method to calculate
the principal subspace of a set of data vectors using a gener-
ative point of view and a maximum-likelihood framework.
In order to be able to understand MSNM from a generative
model perspective, it is important to first understand how
PPCA is related to PCA.

This section provides a description of this connection,
following the presentation of probabilistic PCA provided in
[32]. While PCA is based on a deterministic linear projection
of the data on a lower dimensional subspace, PPCA is
a linear-Gaussian framework that considers a latent dis-
tribution for the data. Therefore a whole distribution of
possible latent candidates is available for each observed data
point. PPCA includes the measurement of deviations in the
latent space, achieved in MSNM with the addition of the D
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statistic, among other advantages (see [12] for a complete
list).

Let X denote the N ×M network traffic matrix whose
i-th row, xT

i , corresponds to the i-th observed instance,
i = 1, . . . , N . That is, XT = [x1, . . . ,xN ]. We assume
that each column of XT has been centered and normalized
by its standard deviation. We also assume that calibrated
observations are used. For each instance (network traffic
observation) an explicit latent variable z with P components
is introduced. As we will see, it corresponds to components
in a principal-component subspace. Next, a Gaussian prior
distribution p(z) over the latent variable and a Gaussian
observation distribution p(x|z) are introduced. Specifically:

p(z) = N (0, I) (5)

p(x|z) = N (x|Wz, σ2I) (6)

where W is a M × P matrix whose columns span a linear
(the principal-component) subspace within the data space,
and the scale σ2 governs the variance of the conditional
distribution. Notice that, in what follows, we will omit the
dependence of p(x|z) on W and σ2 for simplicity.

To estimate the values of the parameters W and σ2,
we use maximum likelihood, and the marginal distribution
p(x) is required. It can be easily calculated because the prior
and the observation models in Eqs. (5) and (6) are both
Gaussian. It follows that:

p(x) =

∫
p(x|z)p(z)dz = N (x|0

¯
,C), (7)

where
C = WWT + σ2I. (8)

The above likelihood requires the calculation of C which
may consume a lot of computational resources. This can be
alleviated when N is larger than P (the dimension of the
principal component subspace) and by utilizing the matrix
inversion identity

C−1 = σ−2(I−WM−1WT), (9)

where
M = WTW + σ2I. (10)

Using our normalized and calibrated observations, the
maximum likelihood estimates are calculated by solving

WML, σ
2
ML = arg max

W,σ2

N∑
n=1

ln p(xn|W,σ2)

= arg max
W,σ2

−NP
2

ln(2π)− N

2
ln |C| − 1

2

N∑
n=1

xT
nC
−1xn

= arg max
W,σ2

−N
2
{P ln(2π) + ln |C|+ tr(C−1S)} (11)

where S is the data normalized and calibrated covariance
matrix.

Maximizing the above equation with respect to W and
σ2 is not easy. However, it can be shown —see [32]— that

WML = U(L− σ2I)1/2R (12)

where U is a M × P matrix whose columns correspond to
the P eigenvectors associated with the P largest eigenvalues
of the data normalized and calibrated covariance matrix

S, λ1, . . . , λP . L is a diagonal matrix with diagonal values
these eigenvalues, and R is an P × P orthonormal matrix
that represents any rotation. Note that σ2 is constrained to
be smaller than the lowest eigenvalue λP (the minimum
element in the diagonal matrix L, thus avoiding a negative
square root in Eq. (12)). Thus, σ2 ∈ [0, λP ). Furthermore, the
maximum likelihood for σ2 is

σ2
ML =

1

M − P

M∑
i=P+1

λi (13)

Note that with the estimated WML and σ2
ML we can

calculate, for a given normalized sample x, the quantity

ln p(x|WML,σ
2
ML) = −M

2
ln(2π)− 1

2
ln |C| − 1

2
xTC−1x

(14)
and use it to decide whether x is an anomaly (we have
omitted the dependency of C on WML and σ2

ML for sim-
plicity). The whole process for anomaly detection in PPCA
is represented in algorithm 1. First, the data need to be
mean-centered around zero and scaled as PCA and PPCA
are sensitive to feature scaling. Then, the parameters of the
model are estimated using Eq. (13) and Eq (12) on trusted
calibration data. Once the parameters are fixed, new data
can be checked for anomalies.

Algorithm 1 PPCA for anomaly detection.
Require: Centered and normalized observations X, prede-

fined threshold thr.
Obtain σ2

ML using Eq. (13).
Obtain WML using Eq. (12).
For a new sample xnew, decide whether it is an anomaly
by thresholding ln p(xnew|WML,σ

2
ML) defined in Eq.

(14), that is if,
1

2
xTC−1x > thr. (15)

Notice that Algorithm 1 can be used even with a value
σ2 that is different from σ2

ML. The only constraint on σ2 is
that it has to be smaller than λP , see Eq. (12).

Using 1
2x

TC−1x > thr to detect anomalies does not
provide an insight into the roles played by the prior and the
observation models in the detection process. This is crucial
since it will allow us to relate PPCA and MSNM, as we will
see in the following section.

5 RELATING PPCA TO MSNM
5.1 Revisiting PPCA for anomaly detection
In order to relate PPCA and MSNM we will evaluate other
variance values apart from σ2

ML, in the expressions for
PPCA. Thus, for clarity, we will make the formulations using
a generic variance δ (smaller than λP ). We will use the
Laplace approximation [32] described in Appendix A as a
starting point for the analysis. Given a marginal probability
p(x|W, δ), with W and δ being its score matrix and vari-
ance, and following Eq. (33), it follows that:

ln p(x|W, δ) = −1

2
(ẑTẑ +

1

δ
‖ x−Wẑ ‖2) + const. (16)

where ẑ is the mode of the posterior distribution p(z|x).
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Therefore, leaving constants aside for the sake of clarity,
we can equalise the thresholding expression of lnp(x|W, δ)
for PPCA —Eq. (14)— to its Laplace approximation:

1

2
xTC−1x =

1

2
(ẑTẑ +

1

δ
‖ x−Wẑ ‖2) (17)

In order to calculate the term ẑ in Eq. (17), the closed
expression for p(z|x) derived in [32] can be used:

p(z|x) = N (z|M−1WTx, δM−1) (18)

and since for this Gaussian distribution the mode and the
mean coincide, it follows that:

ẑ = M−1WTx (19)

As seen in Eq. (12) (Section 4), W depends on the
variance δ ∈ [0, λP ):

W(δ) = U(L− δI)1/2, (20)

where for the sake of simplicity, R = I is used in (12).
Introducing Eq. (20) in Eq. (10), and taking into account that
UTU = I, it follows that:

M = W(δ)TW(δ) + δI = (L− δI) + δI = L (21)

Using Eqs. (20) and (21) in Eq. (19):

ẑ(δ) = M−1W(δ)Tx = L−1(L− δI)1/2UTx. (22)

In short, the whole process for anomaly detection with
this revisited PPCA is summarized in Algorithm 2. Note
that it is equivalent to Algorithm 1, and allows arbitrary
variance values to be used. The parameters of the model are
estimated on trusted calibration data before checking new
data for anomalies.

Algorithm 2 PPCA for anomaly detection (Revisited)
Require: Centered and normalized observations X, prede-

fined threshold thr.
Set a certain variance δ ∈ [0, λP ).
Obtain W(δ) using Eq. (20).
Obtain M(δ) using Eq. (21).
Obtain ẑ(δ) using Eq. (22).
For a new sample xnew, decide whether it is an anomaly
by thresholding ln p(xnew|W(δ), δ) defined in Eq. (16),
that is if,

1

2
(ẑT(δ)ẑ(δ) +

1

δ
‖ x−W(δ)ẑ(δ) ‖2)

> thr (23)

5.2 Analysis of the variance: connecting PPCA and
MSNM
Recall that Algorithm 2 can be used with a value of δ ∈
[0, λP ) which is different from σ2

ML. We can observe the
connection between PPCA and MSNM when studying the
range of values that this variance δ might take. To do so,
let us analyze the expression of ln p(x|W, δ) in Eq. (16).
Leaving aside constant terms, Eq. (16) is formed using two
terms, the first of which considers the influence of the latent
space in the probability calculation, and somehow acts as a
regularization term:

ẑ(δ)T ẑ(δ) (24)

while the second evaluates the difference between a sample
x and its reconstruction from the latent space. Thus, it plays
the role of a reconstruction error:

‖ x−Wẑ(δ) ‖2 (25)

Note that the reconstruction error contribution to the sam-
ple’s probability is weighted by a factor 1/δ. At this point,
we separate the influence of δ in this weighting factor from
that of δ in W(δ) and ẑ(δ). Thus, we let the weighting factor
take a fixed value 1/α while δ keeps taking possible values
in [0, λP ). Thus, a function fα(δ) can be defined to study
the behavior of ln p(x|W, δ) for different values δ ∈ [0, λP )
:

fα(δ) =
1

2
(ẑT(δ))ẑ(δ) +

1

α
‖ x−W(δ)ẑ(δ) ‖2) (26)

It can be seen that —see Appendix B and Figure 1— fα(δ)
in Eq. (26) has 3 properties:

(i) fα(δ) is convex,
(ii) its minimum value is achieved at δ = α/2,

(iii) fα(0) = fα(α).

Based on the fact that MSNM uses PCA for its modelling
and PPCA converges to PCA when δ = 0 — see [32]—, we
have explored the value of fα(δ) for δ = 0:

fα(0) =
1

2
(xTUL−1UTx +

1

α
‖ x−UUTx ‖2) (27)

Eq. (27) is exactly the quantity used by MSNM to detect
anomalies since:

• xTUL−1UTx, the regularization part of the proba-
bility, matches Eq. (3) that defines the D-statistic.

• ‖ x − UUTx ‖2, the reconstruction error part of
the probability, matches Eq. (2) that defines the Q-
statistic.

• Both terms, regularization and reconstruction error,
contribute with a different weighting: i) 1/σ2

ML in
PPCA, and ii) the empirical value (M − P/M) —see
Eq. (4)— in MSNM.

The results obtained show that the conditions that make
MSNM and PPCA coincide are:

α = σ2
ML (28)

δ = σ2
ML or δ = 0

The behavior of the function fα(δ) is shown in Figure 1.
Notice also that in this revisited version of PPCA we could

use a value of δ that is different from zero and σ2
ML. In

that case, for a given anomaly probability threshold, the
anomaly detection model would accept less observations
(lower probability) if δ ∈ [0, α] and more if α < δ < λP .

To end Section 5, note that the conclusions obtained for
PPCA are applicable to other generative models based on
PPCA, like Variational Autoencoders (VAEs). In VAEs, the
calculation of p(z|x) in a closed form is not possible and,
thus, we must rely on the so called Evidence Lower Bound
(ELBO), which comprises two different terms (as in PPCA):
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Figure 1. Analysis of fα(δ).

a reconstruction error and a regularization term. Our conclu-
sions for PPCA lead to the same recommendations for VAEs,
i.e., both terms should be used in the calculation of anomaly
scores. We consider this to be a relevant contribution of this
paper, as we can still find examples in the state-of-the-art
[14] [28] [29] [30] that only use the error reconstruction term
for anomaly detection.

6 EXPERIMENTAL VALIDATION

6.1 Datasets Description
To experimentally validate the theory introduced in the
previous sections, we will make use of two datasets: one
with synthetic data, and another with real network traffic
information, as described below.

6.1.1 Synthetic dataset
The synthetic dataset is intended to provide a 2-dimensional
plottable scenario that provides an easy interpretation of the
anomalies and behaviour of the different models. Using the
PCA observation model given by x = Wz + ε, we obtain
N samples of z from a Gaussian distribution with zero
mean and unit variance. Then we multiply z by an arbitrary
W = [0.707, 0.707]T and add ε sampled from N (0, 0.1 · I)
to obtain N bidimensional samples of x. The samples will
follow a Gaussian distribution along the selected W. Using
this method, we generate 1000 samples of clean data to
calibrate our models. For the testing set, we mix 1000 new
clean data samples with two different types of anomalies.
The first type of anomaly is sampled from a distribution
that is different from that of the above described samples.
Specifically, we choose a multivariate Gaussian with zero
mean and a diagonal variance matrix 5× I. Anomaly type 1
is not designed according to the linear model. The second
type of anomaly is generated in the latent space, we sample
zanom using a Gaussian with mean 5 and unit variance.
The values of zanom are then randomly multiplied by −1
following a Bernoulli (0.5) distribution. This procedure pro-
vides anomalies that follow the generative model but whose
latent distribution is different from that of the calibration
data. For each type of anomaly mentioned, 100 data points
are introduced. See Figure 2 for a visual representation of
the data and anomalies.

6.1.2 UGR’16 dataset
The UGR’16 dataset [33] was designed for the evalua-
tion of cyclostationary-based network IDSs. It contains real
anonymized NetFlow traces captured over several months

6 4 2 0 2 4 6
x1

6

4

2

0

2

4

6

x 2

Normal
Anomaly 1

W
Anomaly 2

Figure 2. Synthetic dataset test bench. Normal data is presented in blue
circles, Anomaly type 1 is presented in fuchsia with x-shaped markers,
while the green triangles refer to Anomaly type 2. The arbitrary line W
used to create the data is plotted in red.

in a tier-3 ISP. The traces include legitimate traffic from
many virtualized services in the cloud, like web servers with
proprietary and standard configurations, and other hosted
services like DNS, FTP, mail servers, etc. In addition, a set of
malicious virtual machines was configured in the network
to generate attack traffic. The traffic is captured from two
border routers of the ISP network. Thus, the dataset includes
both legitimate traffic and realistic attack scenarios, all of
them labeled.

UGR’16 divides the data in two differentiated sets: cal-
ibration and test. The calibration set contains real back-
ground traffic data gathered from March to June in 2016
(4 months). The test set mixes real background traffic and
synthetically generated malicious traffic, gathered from July
to August 2016. Although the data was captured in 2016, it
was published in 2018 and is still considered of interest in
recent work [34], [35].

To train our models, we use the data gathered during
working days in May, where less anomalies were detected
after data obtained was analyzed [33], and no synthetically
generated attacks were introduced. The test set uses data
gathered on those working days when synthetically gener-
ated attacks were interlaced within background traffic. The
attack types that were synthetically generated include:

• Low-rate Denial of Service (DoS): TCP SYN packets
are sent to the victims port 80 using 1280-bit packets
and a rate of 100 packets/s. The rate is not high
enough to avoid the normal operation of the network
being affected.

• Port scanning: A continuous SYN scan of common
ports of victims. Two variants are implemented
for this attack: Scan11 (one-to-one scan attack) and
Scan44 (Four-to-four scan attack).

• Botnet traffic: Obtained from the execution of the
malware known as Neris in a controlled environment
(See [36] for details about the malware and [33] for
details about its injection in the data.).

The test set also included labels for a real UDP Scan
campaign that was identified in the background traffic.

The labels are provided as a list of timestamps (in mins)
of when the attacks were executed. Table 1 summarizes the
traces in the train and test sets. The NetFlow logs cannot be
directly used to feed PCA-based anomaly detection systems
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Table 1
Summary of data flows from UGR’16 used to train and test the models

Flow type Calibration Test

Background traffic 31680 8714
DoS NA 299

Scan44 NA 65
Scan11 NA 66

Nerisbotnet NA 488
UDPscan NA 9
SSHscan NA 9

Spam NA 3616
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Figure 3. Explained variance per component in the UGR’16 dataset.

[8]. Thus, following [11], we use the FCParser2 tool to ex-
tract 143 quantitative features from the NetFlow logs. Each
feature counts the number of times that a given event takes
place during each minute , e.g., number of flows with a given
destination port, number of flows with an accumulated
payload size greater than a threshold, etc. Features were
manually defined in [11] from domain knowledge using
regular expressions. Therefore, they represent information
that experts would use to manually identify anomalies in
the data. In this paper, we focus on differentiating the min-
utes labeled as anomalies from those labeled as background
data. We study each type of anomaly/attack separately. The
anomaly scores are calculated for the whole test set at once.
Then, classification metrics are calculated for each anomaly
type against background data only (binary classification)

The evaluation of the variance captured by the different
principal components of PCA on the calibration set (see
Figure 3), shows that the principal components 1-5 are the
most relevant and capture a higher percentage of variance
than the rest. The model with 5 P explains 33.65% of the
total variance.

6.2 Experiments
This section focuses on describing three different experi-
ments: i) Anomaly detection using the MSNM and PPCA
models with a common threshold to show that detection
results from both models coincide. ii) Anomaly detection us-
ing only either the regularization or the reconstruction error
term separately, to analyze their performance for different
types of anomalies. iii) Finally, we assess the correctness of
the weighting values for both regularization and reconstruc-
tion error terms, for MSNM and PPCA models.

6.2.1 MSNM and PPCA equivalence
To experimentally demonstrate the MSNM and PPCA
equivalency shown in Section 5, we perform anomaly de-
tection on the datasets presented in Section 6.1 using both

2. Available at: https://github.com/josecamachop/FCParser

Table 2
Performance metrics for the synthetic dataset using different threshold

values selected according to different confidence levels on the
calibration set.

Confidence level 95% 96% 97% 98% 99%

Threshold χ2 5.99 6.43 7.01 7.82 9.21
Accuracy 0.9925 0.9933 0.9925 0.9866 0.9808

False Alarm Ratio 0.002 0.001 0.001 0.001 0

2 1 0 1 2
x1

2

1

0

1

2

x 2

0.999%
0.997%
0.987%
0.954%
Normal
Anomaly 1
Anomaly 2

Figure 4. Detail of the synthetic test set shown in Figure 2. The detection
area obtained with the threshold for different confidence levels α on the
calibration data is shown in dashed lines .

MSNM and PPCA models. The anomaly score is calculated
using Eq. (26) with the condition in Eq. (28), i.e., α = σ2

ML
and δ = 0 or δ = σ2

ML for the MSNM and PPCA models,
respectively. When a threshold value is needed, it should
be chosen in accordance with the values in the calibration
set, according to our confidence in the absence of malicious
traffic in the training data. In our case, the threshold is the
99-percentile of the anomaly scores of the calibration set for
each model. The threshold can be modified if the confidence
in the calibration data is reduced.

Note also that once σ2
ML and WML have been cal-

culated, Eq. (14) can be used to set a non-experimental
value. Since p(x|WML, σ

2
ML) is a normal distribution we

can select a threshold δ such as∫
xTC−1x≤δ

p(x|WML, σ
2
ML)dx ≥ α (29)

for a confidence level α. We can take into account that
xTC−1x ∼ χ2(M) and select for this distribution a thresh-
old δ with a given confidence level α. This theoretical
approach is less used in practice.

In Figure 4 we can see how the detection area changes
according to the confidence level α. Table 2 includes the
threshold value, accuracy and False Alarm Ratio using the
theoretical bound xTC−1x ≤ δ.

Figure 5 shows the parallelism between MSNM and
PPCA models in the synthetic test set. The same data points
are identified as anomalies by both models, obtaining iden-
tical ROC curves and AUC values. The accuracy (0.9858)
and the False Alarm Ratio (0.012%) were also the same
values for both models. The equivalence of both models is
also tested on the UGR’16 dataset. Although the anomaly
score is calculated for all testing data at once, we calculate
the ROC curve and AUC for each attack type against the
background traffic. Table 3 includes identical results for
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Figure 5. Anomaly detection on the synthetic dataset for both a) MSNM and b) PPCA models. Blue circles identify normal data, fuchsia xs and
green triangles identify different types of anomalies. Red circumferences mark the points detected as anomalies. The orange shadows cover the
detection area in each case. c) ROC curves for both models.
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Figure 6. ROC curves for different attacks on UGR’16 using MSNM and
PPCA with P=3.

both models when detecting different kind of attacks, using
several numbers of principal components, P = [1, 2, ..., 5].
For further details, Figure 6 shows the ROC curves obtained
for both models in different attacks using P = 3.

6.2.2 Using the regularization and reconstruction error
terms to detect different types of anomalies

As previously indicated, both terms in Eq. (26) are able to
identify different behaviour in the data. To quickly gain
an overview of how both terms work, Figure 7 depicts
the anomalies in the synthetic dataset that are detected
using a single PPCA/MSNM term only. Note that when
using a single term, the threshold is the 99th-percentile

of the calibration set for that term. When we only use
the reconstruction error term —Eq. (25)—, we can see in
Figure 7(a) how we are unable to identify anomalies that
have been generated following the linear model. Note that
this case is equivalent to using a simple PCA analysis. Using
the regularization term only —Eq. (24)—, see Figure 7(b),
results in a similar problem. This term is calculated using
only the latent ẑ(δ), therefore all data points whose latent
value is within the distribution of the normal data remains
undetected. To effectively detect all anomalies, it is clearly
necessary to use both terms.

When it comes to complex networking data, such as
those in UGR’16, it is difficult to predict which anoma-
lies will be correctly detected by the two terms in the
PPCA/MSNM model. Table 4 shows that different attacks
are captured differently by both terms. Some attacks (DoS,
Scan44) are captured correctly by both terms. Neris Botnet
traffic can be identified using the reconstruction error term,
but cannot usually be identified with the regularization
term.

The results for Scan11 and UDP Scan attacks show that
the ability of the model to identify anomalies using the
error reconstruction or regularization terms depends on the
number of principal components used. We have included
Fig 8 as an example of where the discriminative power
of the regularization term increases with P , even outper-
forming the error reconstruction term performance. Note
that the error reconstruction term is not severely affected
by the number of P because the explained variance of the
model is low, and therefore the error reconstruction for most
anomalies remains high. As the number of P increases, the
latent space is able to capture more features of the data, also
allowing anomalies in the latent domain to better identified.

6.2.3 Weighting reconstruction error and regularization
terms

The previous experiments have shown that both terms in
Eq. (26) are relevant and should be used. Furthermore, a
single term is not usually able to correctly identify all types
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Table 3
AUC Values for the attacks on UGR’16 using MSNM and PPCA

1 P 2 P 3 P 4 P 5 P

Attack type MSNM PPCA MSNM PPCA MSNM PPCA MSNM PPCA MSNM PPCA

DoS 0.9118 0.9118 0.9089 0.9089 0.9089 0.9089 0.9097 0.9097 0.9091 0.9091
Scan44 0.9903 0.9903 0.9902 0.9902 0.9896 0.9896 0.9882 0.9882 0.9880 0.9880
Scan11 0.9384 0.9384 0.9390 0.9390 0.9412 0.9412 0.9318 0.9318 0.9303 0.9303
Nerisbotnet 0.8204 0.8204 0.8211 0.8211 0.8198 0.8198 0.8201 0.8201 0.8203 0.8203
UDPscan 0.7826 0.7826 0.7844 0.7844 0.7707 0.7707 0.7707 0.7707 0.7727 0.7727
SSHscan 0.5593 0.5593 0.5624 0.5624 0.5569 0.5569 0.5588 0.5588 0.5614 0.5614
Spam 0.4669 0.4669 0.4610 0.4610 0.4588 0.4588 0.4585 0.4585 0.4512 0.4512
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Figure 7. Detected anomalies in the synthetic dataset using only a single term. Blue circles identify normal data, fuchsia xs and green triangles
identify different types of anomalies. Red circumferences mark the points detected as anomalies. The orange shadows cover the detection area in
each case.

Table 4
AUC Values for the attacks on UGR’16 using divergence (Prior) and error (Observ.) terms separately.

1 P 2 P 3 P 4 P 5 P

Attack type Prior Observ. Prior Observ. Prior Observ. Prior Observ. Prior Observ.

DoS 0.5242 0.9118 0.9191 0.9085 0.9178 0.9085 0.9050 0.9095 0.9152 0.9087
Scan44 0.8747 0.9903 0.8483 0.9902 0.9968 0.9895 0.9960 0.9878 0.9957 0.9875
Scan11 0.4966 0.9385 0.3771 0.9391 0.7714 0.9416 0.9691 0.9304 0.9691 0.9285
Nerisbotnet 0.4358 0.8207 0.3686 0.8214 0.4741 0.8199 0.4480 0.8203 0.4926 0.8204
UDPscan 0.6618 0.7817 0.7084 0.7838 0.8886 0.7682 0.8659 0.7674 0.8372 0.7698

Mean 0.5986 0.8886 0.6443 0.8886 0.8097 0.8855 0.8368 0.8831 0.8419 0.8830

of anomalies. The forthcoming question is how to combine
them to obtain a single anomaly score.

On the one hand, the work in [15] suggested the use of
the significance levels UCLQ and UCLD and a weighting
parameter calculated as P/M (see Section 3). On the other
hand, PPCA provides a probabilistic interpretation for the
weighting parameter, combining both terms according to
their contribution to the marginal likelihood —see Eq. (17)—
. In this section, we compare the MSNM approach in Eq. (4)
with the PPCA approach in Eq. (17).

In the synthetic dataset, both strategies obtain a similar
result in AUC: 0.9974 for PPCA and 0.9973 for MSNM. Note
that in both cases, the combination of both terms obtains a
better AUC than the values reported in the previous section
for each term separately.

The difference between the results from PPCA and

MSNM is more clearly shown in Table 7, where the UGR’16
dataset is analyzed. Even when the MSNM approach results
in slightly better AUC values for some combinations of
attacks and number of P, the PPCA AUC score yields a better
mean value in each case. While the differences are subtle,
they indicate that PPCA is better when it comes to combin-
ing information from both regularization and reconstruction
error terms. Looking at Table 7, we can observe that PPCA
obtains better values than MSNM in those attacks where the
regularization term is more informative. In addition, note
that while a single term might be better at recognising a
given attack type, the mean AUC values are always higher
than those obtained using only a single term.
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Table 5
Accuracy Values for the attacks on UGR’16 using divergence (Prior) and error (Observ.) terms separately.

1 P 2 P 3 P 4 P 5 P

Attack type Prior Observ. Prior Observ. Prior Observ. Prior Observ. Prior Observ.

Dos 0.9237 0.8946 0.9655 0.8939 0.9273 0.8932 0.8939 0.8943 0.9287 0.8922
scan44 0.9507 0.9011 0.9713 0.9008 0.9320 0.9004 0.8979 0.9015 0.9347 0.8991
scan11 0.9460 0.8999 0.9667 0.8995 0.9300 0.8992 0.8974 0.9001 0.9337 0.8977
nerisbotnet 0.9022 0.8801 0.9223 0.8798 0.8850 0.8795 0.8541 0.8806 0.8880 0.8788
anomaly-udpscan 0.9520 0.9001 0.9728 0.8998 0.9312 0.8995 0.8969 0.9005 0.9340 0.8981

mean 0.9349 0.8952 0.9597 0.8948 0.9211 0.8943 0.8880 0.8954 0.9238 0.8932

Table 6
Mean false alarm ratio on UGR’16 using divergence (Prior) and error (Observ.) terms separately.

1 P 2 P 3 P 4 P 5 P

Prior Observ. Prior Observ. Prior Observ. Prior Observ. Prior Observ.
0.0474 0.0995 0.0267 0.0998 0.0684 0.1002 0.1027 0.0992 0.0656 0.1016

0.0 0.2 0.4 0.6 0.8 1.0
FPR or (1-specificity)

0.0

0.2

0.4

0.6

0.8

1.0

TP
R 

or
 se

ns
iti

vi
ty

Prior AUC = 0.4966
Observ. AUC = 0.9385

0.0 0.2 0.4 0.6 0.8 1.0
FPR or (1-specificity)

0.0

0.2

0.4

0.6

0.8

1.0

TP
R 

or
 se

ns
iti

vi
ty

Prior AUC = 0.3771
Observ. AUC = 0.9391

a) 1 P b) 2 P

0.0 0.2 0.4 0.6 0.8 1.0
FPR or (1-specificity)

0.0

0.2

0.4

0.6

0.8

1.0

TP
R 

or
 se

ns
iti

vi
ty

Prior AUC = 0.7714
Observ. AUC = 0.9416

0.0 0.2 0.4 0.6 0.8 1.0
FPR or (1-specificity)

0.0

0.2

0.4

0.6

0.8

1.0

TP
R 

or
 se

ns
iti

vi
ty

Prior AUC = 0.9691
Observ. AUC = 0.9304

0.0 0.2 0.4 0.6 0.8 1.0
FPR or (1-specificity)

0.0

0.2

0.4

0.6

0.8

1.0

TP
R 

or
 se

ns
iti

vi
ty

Prior AUC = 0.9691
Observ. AUC = 0.9285

c) 3 P d) 4 P e) 5 P

Figure 8. Evolution of the ROC curves of both divergence and error terms on the Scan11 attack for different latent space sizes.

7 CONCLUSIONS

In this paper we have analyzed the use of the generative
model known as probabilistic PCA (PPCA) for detection
of anomalies in network security. Specifically, we have pro-
vided a detailed mathematical model that connects MSNM,
a well-known framework for network anomaly detection,
and PPCA. The generative PPCA model provides a proba-
bilistic point of view to explain the MSNM framework and
the meaning of its principal elements: The use of Q and
D statistics, which are derived as an error reconstruction
term and a regularization term, respectively, in the PPCA
formulation.

Understanding the role of both terms in the anomaly
detection process is a key step towards the correct use of
generative models in this security research field. Specifi-

cally, a direct application is that of correctly using other
generative models like VAEs and GANs. In a review of
research works that use these models, we note that while
the error reconstruction term is widely used due to its
high anomaly detection capability, the regularization term
is often forgotten or discarded. We have theoretically and
experimentally assessed that both terms are relevant and
capture complementary information. This implies that they
should be used together for a robust anomaly detection.

In addition, the PPCA generative framework provides
a combination of both terms that considers their contribu-
tion to the marginal distribution p(x) with a probabilistic
interpretation, thus offering a non-empirical solution for the
weighting parameter required by MSNM.

Although the linear PPCA generative model is easy
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Table 7
AUC Values for the attacks on UGR’16 using different number of PCs and models: MSNM —Eq. (4)— and PPCA —Eq. (17)—.

1 P 2 P 3 P 4 P 5 P

Attack type MSNM PPCA MSNM PPCA MSNM PPCA MSNM PPCA MSNM PPCA

DoS 0.9118 0.9118 0.9085 0.9089 0.9085 0.9089 0.9095 0.9097 0.9087 0.9091
Scan44 0.9903 0.9903 0.9902 0.9902 0.9895 0.9896 0.9878 0.9882 0.9875 0.9880
Scan11 0.9385 0.9384 0.9391 0.9390 0.9415 0.9412 0.9305 0.9318 0.9286 0.9303
Nerisbotnet 0.8207 0.8204 0.8214 0.8211 0.8199 0.8198 0.8203 0.8201 0.8204 0.8203
UDPscan 0.7817 0.7826 0.7838 0.7844 0.7683 0.7707 0.7674 0.7707 0.7700 0.7727

Mean 0.8886 0.8887 0.8886 0.8887 0.8855 0.8860 0.8831 0.8841 0.8830 0.8841

Table 8
Accuracy Values for the attacks on UGR’16 using different number of PCs and models: MSNM —Eq. (4)— and PPCA —Eq. (17)—.

MSNM PPCA MSNM PPCA MSNM PPCA MSNM PPCA MSNM PPCA

Dos 0.8946 0.8947 0.8939 0.8946 0.8932 0.9655 0.8944 0.8947 0.8922 0.8932
scan44 0.9011 0.9012 0.9008 0.9011 0.9004 0.9713 0.9015 0.9017 0.8991 0.9004
scan11 0.8999 0.9000 0.8995 0.8999 0.8992 0.9667 0.9001 0.9003 0.8977 0.8992
nerisbotnet 0.8801 0.8802 0.8798 0.8801 0.8794 0.9223 0.8806 0.8807 0.8788 0.8795
anomaly-udpscan 0.9001 0.9003 0.8998 0.9001 0.8995 0.9728 0.9005 0.9007 0.8981 0.8995

mean 0.8952 0.8953 0.8948 0.8952 0.8943 0.9597 0.8954 0.8956 0.8932 0.8943

Table 9
Mean false alarm ratio on UGR’16 using different number of PCs and models: MSNM —Eq. (4)— and PPCA —Eq. (17)—.

1 P 2 P 3 P 4 P 5 P

MSNM PPCA MSNM PPCA MSNM PPCA MSNM PPCA MSNM PPCA
0.0995 0.0994 0.0998 0.1000 0.1002 0.1000 0.0992 0.0989 0.1016 0.1018

to understand and helps obtain the above conclusions, its
simplicity limits its generalization to non-linear data. Non-
linearity is often present in real traffic data and would be
difficult to capture and detect. Also, PPCA inherits some of
the disadvantages from PCA, which is quite common when
working with latent space models. Even with a linear model,
the latent combination of the original features is not easy to
interpret. So, as shown in Figure 8, the choice of the latent
space size P is critical for the detection of some attacks.
While the use of linear detection models is useful in the later
diagnosis of network incidents, this paper intends to estab-
lish a first step for more complex generative approaches to
network anomaly detection. Further research on the combi-
nation of both error reconstruction and regularization terms
for those models is also needed. Finally, the choice of the
threshold is a well-known problem for anomaly detection.
The calibration set provides a benchmark to choose the
decision boundary, but it should be determined according
to the confidence in the calibration data. The Gaussian form
of p(x|WML, σ

2
ML) allows us to choose the confidence-

based threshold. Although the threshold might also be
experimentally determined with the use of testing sets, this
approach relies on known attacks, and therefore does not
provide information about the optimal threshold for new
or unknown attacks. Finally, system requirements usually
determine the threshold to use in industry applications. A
high cost of undetected false negatives might induce the use
of a lower threshold that will produce a higher number of
false positives. When combining both decision terms, the
use of a combined or separated threshold for each term is

also an open field for future research.
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APPENDIX

.1 Laplace approximation
It follows that:

p(x) =

∫
p(z)p(x|z)dz =

∫
exp[ln p(z)p(x|z)]dz (30)

where f(z) = ln(p(z)p(x|z)) is a quadratic function that
can be expanded around the maximum a posteriori (MAP)

ẑ = arg max
z
f(z) = arg max

z
ln(p(z)p(x|z)) (31)

to obtain

p(z)p(x|z) = exp[ln p(z)p(x|z)] (32)

∝ exp[f(ẑ)− 1

2
(z− ẑ)T(I +

1

σ2
WTW)(z− ẑ)],
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which produces, from Eq. (30), ln p(x) = f(ẑ) + const, and
so

ln p(x|W,σ2) = −1

2
(ẑTẑ+

1

σ2
‖ x−Wẑ ‖2)+const. (33)

.2 Analysis of fα(δ)

Let us define

fα(δ) =
1

2
(ẑT(δ)ẑ(δ) +

1

α
‖ x−W(δ)ẑ(δ) ‖2), (34)

and study its properties.
We observe that this function depends on x but we do

not make this dependency explicit in order to simplify the
notation. Note also that we will end up studying the basic
properties of the associated quadratic form.

Theorem 1. Let us consider fα(δ) defined in Eq. (34) with α <
λP and δ ∈ [0, λP ). Then

• fα(δ) is a convex function on δ with minimum at α/2,
• and fα(0) = fα(α).

Proof. Therefore,

fα(δ)

=
1

2
(xTU(L−δI)L−2UTx+

1

α
‖ x−U(L−δI)L−1UTx ‖2)

=
1

2
(xTU(L− δI)L−2UTx

+
1

α
(xTx+xTU(L−δI)2L−2UTx−2xTU(L−δI)L−1UTx))

and

f ′α(δ) =
1

2
(−xTUL−2UTx (35)

+
1

α
(−2xTU(L− δI)L−2UTx + 2xTUL−1UTx)).

Furthermore, we have the following identity for the sum of
the matrices involved in f ′α(δ),

−L−2 +
2

α
(−(L− δI)L−2 + L−1) = L−2[−I +

2

α
δI] (36)

from which we can see that the sum is the zero matrix iff
δ = α/2.

We also note that

f ′′α(δ) =
1

2α
xTUL−2UTx ≥ 0 (37)

So, fα(δ) is a convex quadratic function on δ whose
minimum is achieved at δ = α/2.

Furthermore, using the Taylor expansion around the
minimum it follows that

fα(δ) = fα(
α

2
) +

1

2
(δ − α

2
)2f ′′α(

α

2
) (38)

and so fα(0) = fα(α).
In summary, f ′′α(δ) is convex, its minimum value is

achieved at δ = α/2, and fα(0) = fα(α).
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